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Abstract

The Inexact Gradient Method with Memory (IGMM) is able to considerably outper-
form the Gradient Method by employing a piece-wise linear lower model on the smooth
part of the objective. However, this model cannot be solved exactly and IGMM relies on
an inaccuracy term δ. The need for a bound on inexactness narrows the range of problems
to which IGMM can be applied. In addition, δ carries over to the worst-case convergence
rate. In this work, we show how a simple modification of IGMM eliminates the reliance
on δ for convergence. The resulting Exact Gradient Method with Memory (EGMM) is as
broadly applicable as the Bregman Distance Gradient Method (NoLips) and has a worst-
case rate of O(1/k), recently shown to be optimal for its class. Moreover, the elimination
of δ allows us to accelerate EGMM without error accumulation, yielding an Accelerated
Gradient Method with Memory (AGMM) possessing a worst-case rate of O(1/k2) on the
largest subclass of problems for which acceleration is known to be attainable. Preliminary
computational experiments show that the flexibility of our model enables EGMM to sur-
pass IGMM in practical performance. The convergence speed of AGMM also consistently
exceeds that of FGM, even with small bundles.
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1 Introduction

First-order black-box optimization algorithms advance by querying at every iteration the
gradient of the objective or a gradient-type oracle function. Many schemes also query the
objective function value. Therefore, at a given iteration, a first-order method has access to
the starting point and all the previously obtained gradient-type vectors, as well as scalar
quantities derived from these and possibly from function values. The Gradient Method
(GM), the simplest among first-order methods, does not store the gradients obtained
at previous iterations. It instead creates a simple model of the function using only the
oracle information pertaining to the current iterate and produces a new iterate as the
minimum of that model. The Fast Gradient Method (FGM) [13, 15] accelerates GM by
maintaining alongside the iterate an estimate function that contains an aggregate of the
information obtained at previous iterations. The estimate function is uniquely determined
by one vector and several scalar parameters. Methods at least as general as FGM with
models more complex than the estimate function are notably lacking from the literature
on first-order methods.

Only recently has GM been enhanced in [17] by maintaining a piece-wise linear model
constructed using a bundle of past gradients and function values. The model is a better
lower approximation of the objective smooth part than the one used by GM. The sim-
ulation results in [17] show that the Inexact Gradient Method with Memory (IGMM)
markedly outperforms GM even with small bundles, often requiring an order of magni-
tude fewer iterations to reach the same objective accuracy. However, unlike in GM and in
its accelerated counterpart, the piece-wise linear model cannot be minimized exactly for
non-trivial bundles, introducing a new algorithm parameter in the form of the accuracy
δ. This inexactness diminishes the effectiveness of the piece-wise linear model in several
ways.

First, inexactness limits the applicability of IGMM. GM can be extended to address
composite problems where the smooth part satisfies a relative smoothness assumption,
itself a generalization of the Lipschitz gradient condition [1,12]. In this generalized form,
GM is also referred to as the Bregman Distance Gradient Method (BDGM) or NoLips.
However, the auxiliary problem anti-dual (inner problem) of IGMM is solved using the
Frank-Wolfe (FW) algorithm [8,16]. To reliably reach an inner problem objective accuracy
of δ, FW requires that the distance generating function be strongly convex with respect
to a certain norm. However, many practical problems that can be efficiently addressed by
BDGM do not satisfy this requirement (e.g., see [1, 5, 12] and references therein).

Further, IGMM requires O(1/(ε− δ)) iterations to reach ε accuracy in the outer prob-
lem objective, which is inferior to the O(1/ε) count of GM, despite IGMM employing
a much more sophisticated and computationally demanding model. FW itself needs to
perform O(1/δ) inner iterations for every IGMM outer iteration. For very large problems
with simple constraints, the complexity of the inner problem is negligible. However, in
certain composite problems the regularizer may incorporate a non-trivial elliptical con-
straint (such problems are also compatible with assumptions 1 and 2 in [17]). In this case,
the cost of maintaining feasibility approaches that of a gradient call. Considering that to
reach an ε-accuracy solution, δ must be no greater than ε, the complexity of IGMM in-
creases to O(1/ε2) (non-parallel) oracle calls which is considerably worse than the O(1/ε)
oracle calls required by GM.
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Also, the convergence properties of IGMM arise from an (inexact) descent rule, stated
in Theorem 1 in [17]. This suggests that IGMM can be accelerated in the same manner
as the Fast Gradient Method (FGM). Without acceleration, the δ error of IGMM at
every outer iteration carries over unchanged to the final worst-case rate. However, as
shown in [4], the acceleration of inexact methods leads to an accumulation of errors as
the algorithm progresses. This accumulation invalidates the convergence guarantees and
in practice often leads the algorithm to diverge after a certain accuracy has been reached.

In this paper, we show how a simple modification applied to IGMM removes the
inexactness from the descent rule, resulting in an Exact Gradient Method with Memory
(EGMM) with worst-case guarantees equal to those of GM. Interestingly, the modification
allows the most computationally intensive part of the auxiliary problem to be addressed
by any optimization scheme, which need not have any convergence guarantees at all.
This also widens the application range of EGMM to that of BDGM. Next, exploiting
the absence of an error term in the descent rule, we formulate an Accelerated Gradient
Method with Memory (AGMM), with a worst-case rate of O(1/k2) for arbitrarily large k.
Our preliminary computational experiments show how the flexibility of EGMM can lead
to a further practical performance increase over IGMM, sometimes surpassing accelerated
methods such as FGM. We have also found that AGMM consistently outperforms FGM,
even for small bundles.

1.1 Organization

In Section 2 we show how the piece-wise linear model can be simplified to an at most
two-piece model. We introduce an alternative line-search stopping criterion that is more
computationally efficient than the one of IGMM. Using our simplified model, we formulate
an accurate descent rule which no longer contains δ. We return to the inner problem of
IGMM and show how it can be modified to become a valid auxiliary process for EGMM.
We give a closed form expression for this modification in the special case of smooth un-
constrained problems with Euclidean norm. We then provide the complete and general
formulation of EGMM and analyze its convergence. We also derive tighter bounds when
the function features relative strong convexity. In Section 3 we accelerate EGMM un-
der necessarily stricter assumptions to produce AGMM. We provide the corresponding
convergence analysis and derive the worst-case rate. In Section 4 we present preliminary
computational results for EGMM and AGMM on three smooth unconstrained problems
using the standard Euclidean norm. We study the impact of the bundle size, of the choice
of algorithm used to solve the inner problem and of imposing an upper limit on the number
of iterations used by FW to solve the inner problem. We conclude with Section 5.

1.2 Problem setup and notation

We operate over the n-dimensional real vector space E. We denote by E∗ its dual space,
the space of linear functions s of value 〈s, x〉 for all x ∈ E. The space E is endowed
with a norm ‖.‖, which may not be Euclidean. Independently of the norm, we introduce
the differentiable and strictly convex distance generating function d. The corresponding

2



Bregman distance is given for any y ∈ dom d and x ∈ int(dom d) by

βd(x, y) = d(y)− d(x)− 〈d′(x), y − x〉. (1)

The strict convexity of d implies that βd(x, y) > 0 for x 6= y and βd(x, x) = 0.
We seek to solve the following composite optimization problem:

min
x∈domψ

{F (x)
def
= f(x) + ψ(x)}. (2)

Here, f is differentiable, closed and convex with dom f ⊆ int(dom d). Function f is
relatively smooth with respect to d, namely, there exists the constant Ld(f) > 0 such that
for any x, y ∈ dom f we have that

f(y) ≤ f(x) + 〈f ′(x), y − x〉+ Ld(f)βd(x, y). (3)

Regularizer ψ is a proper closed extended value convex function with domψ ⊆ dom f .
Function ψ may not be continuous but is simple in the sense that function y∗L, given by

y∗L(s)
def
= arg max

y∈domψ
{〈s, y〉 − Ld(y)− ψ(y)}, (4)

is well defined and easily computable for any s ∈ E∗ and L > 0. It follows that the
objective function in (4), written as

ΦL(s)
def
= max

y∈domψ
{〈s, y〉 − Ld(y)− ψ(y)}, (5)

is also full domain and inexpensive to compute.
We further assume the optimization problem in (2) contains a non-empty set of solu-

tions X∗.

2 An Exact Gradient Method with Memory

2.1 Rationale

IGMM relies on a subprocess that approximates from below the smooth part f with a
piece-wise linear lower model. For a given point x̄, we consider a set Z of test points zi,
i = 1, ...,m, containing x̄. The piece-wise linear lower model of f based on Z is given by

l(y)
def
= max

zi∈Z
{fi + 〈gi, y − zi〉}, y ∈ E, (6)

where fi
def
= f(zi) and gi

def
= f ′(zi), i = 1, ...,m. A new point is generated by

x+ = arg min
y∈domψ

{l(y) + ψ(y) + Lβd(x̄, y)}, (7)

where parameter L is selected as to facilitate the convergence of the parent scheme of
subprocess (7). We shall see that L cannot be much larger than Ld(f).
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Our modification of this subprocess relies on the observation that since x̄ ∈ Z, we can

partition Z around x̄, namely Z = Z̄ ∪ {x̄}, where Z̄ def
= Z\{x̄} and |Z̄| = m − 1. Note

that if the set Z contains only x̄, then problem (7) reduces to solving a special instance of
(5), whose computation is by assumption exact and inexpensive. In this subsection and
the following one, we assume that Z̄ is non-empty unless stated otherwise.

The associativity of the maximum means that

l(y) = max

{
f(x̄) + 〈f ′(x̄), y − x̄〉, max

zi∈Z̄
{f(zi) + 〈f ′(zi), y − zi〉}

}
. (8)

Problem (7) can be solved approximately by expressing it as the saddle point problem

min
y∈dom Ψ

max
λ∈∆m

{〈λ,GT y − f∗〉+ ψ(y) + Lβd(x̄, y)}, (9)

where f
(i)
∗

def
= 〈gi, zi〉 − fi, i = 1, ...,m, and Ḡ

def
= (g1, g2, ..., gm) ∈ E∗ × Rm.

We proceed to reformulate (9) along the lines of (8). First, we introduce some addi-

tional notation. Without loss of generality, we set zm = x̄. Let f̄∗ ∈ Rm−1 with f̄
(i)
∗

def
= f

(i)
∗ ,

i = 1, ...,m− 1 and Ḡ
def
= (g1, g2, ..., gm−1) ∈ E∗ × Rm−1. We can now write down (9) as

min
y∈dom Ψ

max
ν∈[0,1]

{
(1− ν)l̄(y) + ν

(
〈gm, x〉 − f (m)

∗

)}
+ ψ(y) + Lβd(x̄, y), (10)

where l̄(y) designates the piece-wise linear model obtained by removing the test point x̄
from l(y), namely

l̄(y)
def
= max

λ∈∆m−1

〈λ, ḠT y − f̄∗〉, y ∈ E. (11)

2.2 A two-piece model

The term l̄(y) given by (11) captures virtually all the complexity of solving (10). However,
(10) can be simplified by constructing a substitute for l̄(y) based on the following lower
bound property:

l̄(y) ≥ 〈λ̄, ḠT y − f̄∗〉, λ̄ ∈ ∆m−1, y ∈ E. (12)

By replacing l̄(y) with 〈λ̄, ḠT y − f̄∗〉 for a certain λ̄ ∈ ∆m−1 in problem (10), we obtain

min
y∈dom Ψ

ūL,λ̄(y)
def
= p̄λ̄(y) + ψ(y) + Lβd(x̄, y), (13)

where

p̄λ̄(y)
def
= max

ν∈[0,1]
{〈g(ν, λ̄), y〉 − f∗(ν, λ̄)}, (14)

g(ν, λ̄)
def
= (1− ν)Ḡλ̄+ νgm, (15)

f∗(ν, λ̄)
def
= (1− ν)〈λ̄, f̄∗〉+ νf

(m)
∗ . (16)

4



An exact solution The auxiliary problem in the form of (9) cannot be solved exactly,
which introduces a tolerance parameter δ > 0 in the descent rule stated in [17, Theorem
1]. The key contribution of this section lies in the observation that for any λ̄ ∈ ∆m−1

problem (13) can be solved exactly. Indeed

min
y∈dom Ψ

ūL,λ̄(y) = max
ν∈[0,1]

min
y∈dom Ψ

〈g(ν, λ̄), y〉 − f∗(ν, λ̄) + ψ(y)

+ L
(
d(y)− 〈d′(x̄), y − x̄〉 − d(x̄)

)
(17)

= − min
ν∈[0,1]

{
ΦL

(
Ld′(x̄)− g(ν, λ̄)

)
+ f∗(ν, λ̄)

}
+ L(d(x̄)− 〈d′(x̄), x̄〉). (18)

Therefore, (13) reduces to solving

min
ν∈[0,1]

{
ΦL

(
Ld′(x̄)− g(ν, λ̄)

)
+ f∗(ν, λ̄)

}
, (19)

which is a convex optimization problem with one variable under a bound constraint. Note
that function ΦL is the Fenchel dual [20] of ψ + Ld and is therefore differentiable, with
the gradient given by

∇ΦL(s) = y∗L(s), s ∈ E∗. (20)

If follows that the objective of (19) is also differentiable, with the gradient expressed as

γ(ν) =
〈
Ḡλ̄− f ′(x̄), y∗L

(
ν(Ḡλ̄− f ′(x̄)) + Ld′(x̄)− Ḡλ̄

)〉
+ f

(m)
∗ − 〈λ̄, f̄∗〉, (21)

for all ν in [0, 1]. Function γ is increasing and, due to the simplicity of ψ, easy to compute.
Therefore problem (19) can be solved efficiently using bisecting search. The output of the
search is the value of ν in [0, 1] for which γ(ν) is closest to 0. The worst-case accuracy
in ν is 1/2k, where k is the number of search iterations. Since 15 digits of accuracy can
be obtained with less than 50 iterations, for any n or m, we can state that (19) can be
solved exactly in constant time.

General form Up to this point, we have assumed that Z̄ is non-empty. However,
at the start of any optimization scheme, we may only have knowledge of a single point
x0, which by definition cannot be placed in Z̄. Therefore, the first iteration must be a
GM iteration. To account for such a scenario, we consider a maximum two-piece model,
defined as

p(y)
def
=

{
f(x̄) + 〈f ′(x̄), y − x̄〉, Z̄ = ∅,
p̄λ̄(y), otherwise.

(22)

The corresponding iterate generator is given by

x+ = arg min
y∈domψ

{u(y)
def
= p(y) + ψ(y) + Lβd(x̄, y)}. (23)
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2.3 Line-search

With the model well defined, we need to establish a suitable line-search condition. When
Z̄ 6= ∅, the two-piece linear term p̄λ̄ is lower bounded as

p̄λ̄(y) = max{〈gm, y〉 − f (m)
∗ , 〈Ḡλ̄, y〉 − 〈λ̄, f̄∗〉}

≥ 〈gm, y〉 − f (m)
∗ = f(x̄) + 〈f ′(x̄), y − x̄〉. (24)

Putting together (12), (22) and (24), we obtain that our model p is an intermediate bound
on f when compared to GM and the ideal Gradient Method with Memory (IGMM with
δ = 0), namely

f(x̄) + 〈f ′(x̄), y − x̄〉 ≤ p(y) ≤ l(y) ≤ f(y), y ∈ dom f. (25)

Applying the relative smoothness property (3) in (25) yields

f(y) ≤ p(y) + Lβd(x̄, y), (26)

for all y ∈ dom f , and L ≥ Ld(f). The fact that (26) always holds for y = x+ allows us
to modify the line-search condition in [17, Remark 2], written as

f(x+) ≤ l(x+) + Lβd(x̄, x+), (27)

to a simpler one containing our model, given by

f(x+) ≤ p(x+) + Lβd(x̄, x+), (28)

which can also be ensured in the worst-case for L ≥ Ld(f). The ability of this criterion
to ensure the convergence of gradient schemes will be later shown in Proposition 2.

The criterion in (28) is computationally more efficient than the one in (27) because it
requires only O(n) operations (in serial mode) as opposed to the O(mn) of (27). However,
(27) implies (28). Hence, when the computing system can calculate (27) efficiently in
parallel, we can use (27) instead of (28) with no performance penalty.

2.4 An accurate descent rule

Our derivations in this work can be simplified by employing a convenient form of the
first-order optimality condition for u in (23). Similar formulations have emerged in a
variety of contexts (e.g., Lemma 3.2 in [3], Lemma 6 in [10] and Property 1 in [22]) but
for completeness we also provide a short proof.

Proposition 1. When x+ is obtained from (23) for any y ∈ domψ we have that

u(y) ≥ u(x+) + Lβd(x+, y).

Proof. Let w(y)
def
= p(y) +ψ(y) for all y ∈ domψ. Function w is convex subdifferentiable.

Therefore, the first-order optimality condition for w in (23) can be written as

w(y) ≥ w(x+) + 〈L(d′(x̄)− d′(x+)), y − x+〉. (29)
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The following identity holds for any x̄, x+ and y within int(dom d):

〈d′(x̄)− d′(x+), y − x+〉 = βd(x̄, x+) + βd(x+, y)− βd(x̄, y). (30)

The identity in (30) is obtained solely by expanding the definition of the Bregman distance
in (1) and rearranging terms. Substituting (30) in (29) completes the proof.

Now we can formulate the descent rule.

Proposition 2. Let the point x+ be generated by (23) and L > 0 be chosen to satisfy the
line-search condition in (28). Then we have

βd(x+, y) ≤ βd(x̄, y) +
1

L
(F (y)− F (x+)) , y ∈ domψ. (31)

If f is additionally strongly convex relative to d with constant µd(f) > 0 on domψ, namely

f(y) ≥ f(x) + 〈f ′(x), y − x〉+ µd(f)βd(x, y), x, y ∈ domψ, (32)

and
βd(zi, y) ≥ βd(x̄, y), zi ∈ Z̄, y ∈ domψ, (33)

then

βd(x+, y) ≤
(

1− µd(f)

L

)
βd(x̄, y) +

1

L
(F (y)− F (x+)) , y ∈ domψ. (34)

Proof. By adding together (28) and the inequality in Proposition (1), we obtain that

F (y) + p(y)− f(y) + Lβd(x̄, y) ≥ F (x+) + Lβd(x+, y), y ∈ domψ. (35)

Applying (25) and L > 0 in (35) gives (31).
The relative strong convexity in (32) taken at x = zi for every zi in Z along with (33)

gives
f(y) ≥ fi + 〈gi, y − zi〉+ µd(f)βd(x̄, y), zi ∈ Z, y ∈ domψ. (36)

Taking the maximum for all zi ∈ Z in (36) and applying the intermediate bound property
in (25) yields

f(y) ≥ p(y) + µd(f)βd(x̄, y), y ∈ domψ. (37)

Combining (35), (37) and L > 0 results in (34).

The advantage of our model becomes apparent. Proposition 2 manages to eliminate
the inaccuracy δ from both points in [17, Theorem 1]. Since this theorem plays a central
role in the convergence analysis of IGMM, we are now able to formulate a method with a
significantly improved worst-case rate.

Also note that, by adding ψ(y) to both sides of (26), we obtain that, when L > Ld(f),
the objective function in (23) is a global majorant for F , namely

u(y) ≥ F (y), y ∈ domψ. (38)

Thus, the process described in (23) can be considered a majorization minimization step.
Methods employing such a step belong to the widely studied class of majorization mini-
mization (MM) algorithms (see, e.g., [11, 19] and references therein).
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2.5 The subsidiary method

Recall that our generator in (23) relies on an subsidiary method that outputs function p.
This method in turn relies on two separate subprocedures: a procedure G that returns
the set Z̄ of control points and a procedure Ω which, if Z̄ is nonempty, provides a vector
λ̄ ∈ ∆|Z̄|. The results in Proposition 2 impose no conditions on Ω. However, when f has
relative strong convexity (see Subsection 2.8) and for computational reasons in general, it
is preferable that G yields a Z̄ that is a subset of all previous points x̄, where the function
and gradient values have already been computed. Likewise, Ω should ensure so that p is
a tight lower bound on f . The exact functioning of the entire subsidiary method is listed
in Algorithm 1.

Algorithm 1 Subsidiary method P that generates function p

1: Input: x̄, current and past states of the algorithm
2: Obtain Z̄ from procedure G
3: if Z̄ = ∅ then
4: p(y) = f(x̄) + 〈f ′(x̄), y − x̄〉
5: else
6: Ḡi = f ′(zi), zi ∈ Z̄
7: f̄

(i)
∗ = f(zi)− 〈Ḡi, zi〉, zi ∈ Z̄

8: Obtain λ̄ from procedure Ω
9: p(y) = max{f(x̄) + 〈f ′(x̄), y − x̄〉, 〈Ḡλ̄, y〉 − 〈λ̄, f̄∗〉}

10: end if
11: Output: p

Revisiting the Inexact Gradient Method with Memory IGMM specifies two
variants for procedure G. In both forms, the first m − 1 points where the gradient is
queried are added to the bundle Z̄, excluding the current one. Once the m − 1 limit is
reached, every time a new x̄ is added to Z̄, one element of Z̄ needs to be discarded. The
cyclic replacement strategy (CRS) means that Z̄ is a queue, where the oldest element is
eliminated. The max-norm replacement strategy (MRS) chooses to remove the element
of Z̄ with the greatest norm.

IGMM suggests also a form for procedure Ω. Recall that IGMM is endowed with
an auxiliary procedure that outputs an approximate solution of the auxiliary problem
anti-dual, given by

min
λ∈∆m

{
ξL(λ)

def
= ΦL(Ld′(x̄)−Gλ) + 〈λ, f∗〉

}
. (39)

Problem (39) has a differentiable objective, with the gradient given by

ξ′L(λ) = f∗ −GT y∗L(Ld′(x̄)−Gλ). (40)

IGMM additionally requires that d is 1-strongly convex relative to ‖.‖ (see also Subsec-
tion 3.1). Under these assumptions, ξ′L is Lipschitz continuous with constant 1/L. For
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solving (39), IGMM uses a variant of the Frank-Wolfe (FW) method optimized for oper-
ating over the simplex ∆m [8,16]. It produces an estimate λδ,L(Z) such that the objective
value is no more than δ above the optimum.

Since we are not bound by δ in Proposition 2, we can formulate a more predictable
process that outputs instead λT,δ,L(Z). Our process allows any gradient method (or
a higher order method, if applicable) to be used for solving (39) and terminates the
execution of the method either after T iterations, or when a δ accuracy solution was
reached, whichever occurs first. Note that our process does not impose any additional
assumptions on d.

Next, we produce the estimate λ̄. We distinguish two situations. In the degenerate
case, when Z̄ = ∅ or λT,δ,L(Z)(m) ≈ 1, we simply set p(y) = f(x̄) + 〈f ′(x̄), y − x̄〉 for all
y ∈ E. In the non-degenerate case, we truncate λT,δ,L(Z) to produce λ̄ as

λ̄i =
(

1− λT,δ,L(Z)(m)
)−1

λT,δ,L(Z)(i), 1 ≤ i ≤ m− 1. (41)

Note that in the non-degenerate case, the generator in (23) outputs

x+ = y∗L(Ld′(x̄)−Gλ+), (42)

where

λ
(i)
+ =

{
(1− ν∗)λ̄i, 1 ≤ i ≤ m− 1
ν∗, i = m.

, (43)

with ν∗ being the optimal value ν in (19), which we can obtain exactly. Thus, our
procedure simply recomputes λT,δ,L(Z)(m) and scales the other elements of λT,δ,L(Z) ac-
cordingly.

2.6 A special case

We have shown in Subsection 2.2 that (23) can be solved exactly using an iterative scheme.
Under some special conditions, it is possible to obtain a closed form expression for (23).
More precisely, in this subsection we consider unconstrained smooth minimization under
an Euclidean setup. Let norm ‖.‖ be the Euclidean norm defined, using a positive definite
operator B = B∗ � 0, as

‖x‖ =
√
〈Bx, x〉, x ∈ E. (44)

Let ‖.‖∗ be the dual norm

‖g‖∗
def
= sup

h∈E
{〈g, h〉 | ‖h‖ ≤ 1} =

√
〈g,B−1g〉, g ∈ E∗. (45)

When Z̄ 6= ∅, using (13) and dropping the constant terms brings (23) to the form

x+ = arg min
y∈E

{
〈g(ν∗, λ̄), y〉+

L

2
‖y − x̄‖2

}
, (46)

where

ν∗ = arg min
ν∈[0,1]

{
〈g(ν, λ̄), x+〉 − f∗(ν, λ̄) +

L

2
‖x+ − x̄‖2

}
. (47)

9



Using (44) in (46), as in [17], gives

x+ = x̄− 1

L
B−1g(ν∗, λ̄) = x̄− 1

L
B−1

(
(1− ν∗)Ḡλ̄+ ν∗f ′(x̄)

)
. (48)

Substituting (48) in (47) and reformulating based on (45) yields

ν∗ = arg min
ν∈[0,1]

{
〈g(ν, λ̄), x̄〉 − f∗(ν, λ̄)− 1

2L
‖g(ν, λ̄)‖2∗

}
. (49)

By expanding g(ν, λ̄) and f∗(ν, λ̄) in (49) using (15) and (16), respectively, we obtain a
closed form expression for ν∗ as

ν∗ = max{0,min{1, ν̄∗}}, (50)

where

ν̄∗
def
=

L

‖f ′(x̄)− Ḡλ̄‖2∗

(〈
f ′(x̄)− Ḡλ̄, x̄− 1

L
B−1Ḡλ̄

〉
+
〈
λ̄, f̄∗

〉
− f (m)
∗

)
. (51)

When Z̄ = ∅, x+ is simply given by the classical gradient step (corresponding to ν∗ = 1
in (48)) as

x+ = x̄− 1

L
B−1f ′(x̄). (52)

2.7 Method formulation

To dynamically estimate the Lipschitz constant we use an Armijo-type line-search strategy.
The algorithm starts with the estimate L0 > 0. At every iteration, line-search decreases
the estimate by multiplying it once with 0 < rd ≤ 1. Afterwards, it increases the estimate
by repeatedly multiplying it with ru > 1 until the line-search condition in (28) is satisfied.
The whole algorithm terminates after it performs T > 0 iterations.

The generator in (23) combined with the extended auxiliary subprocess in Algorithm 1
and the above line-search strategy combine to give the fixed-point scheme EGMM outlined
in Algorithm 2.

2.8 Convergence analysis

Setting y = xk and x̄ = xk in Proposition 2, (31) and using the basic properties of the
Bregman function βd, we have that

F (xk) ≥ F (xk+1) + Lk+1βd(xk+1, xk) ≥ F (xk+1), k ≥ 0. (53)

In other words, the Exact Gradient Method with Memory in Algorithm 2 produces a se-
quence of iterates with monotonically non-increasing composite objective function values,
with the minimum given by the last value.

Let x∗ ∈ X∗ be an arbitrary but fixed solution of (2). Taking (31) with y = x∗,
x̄ = xi−1 and applying (53) gives

1

Li
(F (xk)− F (x∗)) ≤ βd(xi−1, x

∗)− βd(xi, x∗), 1 ≤ i ≤ k. (54)
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Algorithm 2 An Exact Gradient Method with Memory

1: Input: x0 ∈ int(domψ), L0 > 0, ru > 1 ≥ rd > 0, T > 0
2: for k = 0, . . . , T − 1 do
3: L := rdLk
4: loop
5: p := P(xk, k, L)
6: x+ := arg min

y∈domψ
{p(y) + ψ(y) + Lβd(xk, y)}

7: if f(x+) ≤ p(x+) + Lβd(xk, x+) then
8: Break from loop
9: else

10: L := ruL
11: end if
12: end loop
13: xk+1 := x+, Lk+1 := L
14: end for

Adding together (54) for i = 1, ..., k and discarding the βd(xk, x
∗) ≥ 0 term leads to

F (xk)− F (x∗) ≤ βd(x0, x
∗)∑k

i=1 L
−1
i

, k ≥ 1. (55)

The advantage of employing the bundle lies in the very low estimates of the Lipschitz
constant (corresponding to large step sizes) that it generates. The convergence result
in (55) captures this quality. Nevertheless, in the worst-case, the line-search procedure
guarantees that

Lk ≤ Lu
def
= max{rdL0, ruLd(f)}, k ≥ 1. (56)

The worst-case rate follows from (55) and (56) as

F (xk)− F (x∗) ≤ Luβd(x0, x
∗)

k
, k ≥ 1. (57)

Very recent results in [5] suggest that the rate in (57) is actually optimal for the problem
class that we study in this work.

Relative strong convexity If f is additionally µd(f)-strongly convex relative to d
as in (32), then we can obtain better convergence guarantees for EGMM. First, it follows
from (54) and the definition of x∗ that

βd(xk+1, x
∗) ≤ βd(xk, x∗), k ≥ 0. (58)

Since the bundle Z̄ contains a subset of past iterates, condition (33) in Proposition 2 for
y = x∗ and x̄ = xk is satisfied for k ≥ 0. Therefore (34) also holds in this case, which
together with (53) implies that

1

Li
(F (xk)− F (x∗)) ≤

(
1− µd(f)

Li

)
βd(xi−1, x

∗)− βd(xi, x∗), 1 ≤ i ≤ k. (59)
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For brevity, we define qk, qu and πk respectively for all k ≥ 1 as

qk
def
=

µd(f)

Lk
, qu

def
=

µd(f)

Lu
, πk

def
=

k∏
j=1

1

1− qj
. (60)

Multiplying both sides of (59) with πi we obtain that

πi
Li

(F (xk)− F (x∗)) ≤ πi−1βd(xi−1, x
∗)− πiβd(xi, x∗), 1 ≤ i ≤ k. (61)

Summing up (61) for i = 1, ..., k and discarding the πkβd(xk, x
∗) ≥ 0 term yields

F (xk)− F (x∗) ≤ βd(x0, x
∗)∑k

i=1
πi
Li

, k ≥ 1. (62)

Note that the bound in (62) is always tighter than the one in (55) and that (62) converges
monotonically to (55) as µd(f)→ 0.

To attain the worst-case rate we use Lk ≤ Lu and qk ≥ qu and obtain that

πk
Lk
≥ 1

Lu(1− qu)k
, k ≥ 1, (63)

which together with (62) gives

F (xk)− F (x∗) ≤ µd(f)(1− qu)kβd(x0, x
∗)

1− (1− qu)k
. (64)

Note that the worst-case bound in (64) is also always tighter than the one in (57) and
converges monotonically to it as µd(f)→ 0. The absence of the δ term from our analysis
further eliminates the relevance and hence the requirement of assumption (2.21) in [17].

3 An Accelerated Gradient Method with Mem-

ory

3.1 Additional assumptions

The very recent results in [5] imply that acceleration is not attainable for arbitrary dis-
tance generating functions unless we introduce some additional conditions. Specifically, to
achieve acceleration, we need to assume that there exists a function β̄ : dom d×dom d→ R
with two properties.

First, β̄ has to satisfy the triangle lower bound property, given for all x, y, z ∈ int(dom d)
by

β̄ ((1− θ)x+ θy, (1− θ)x+ θz) ≤ θ2βd(y, z), 0 ≤ θ ≤ 1. (65)

The validity of the condition in (65) will be explained in Subsection 3.3.
Second, instead of the relative smoothness property in (3), there needs to exist L̄(f) > 0

such that for all x, y ∈ dom f we have

f(y) ≤ f(x) + 〈f ′(x), y − x〉+ L̄(f)β̄(x, y). (66)

The condition in (66) will be used in constructing the line-search procedure and will
provide a worst-case bound for the step size.
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Some sufficient conditions If (65) holds for β̄ = βd (triangle scaling property of βd
with an exponent of 2 [9]), then we can set β̄ = βd. In this case, (66) matches (3) and
acceleration is possible.

However, the generality of the triangle scaling property is not clear [5]. Alternatively,
we can assume that the distance generating function d is strongly convex with respect to
norm ‖.‖, namely there exists σ(d) > 0 such that

d(y) ≥ d(x) + 〈d′(x), y − x〉+
σ(d)

2
‖y − x‖2, x ∈ int(dom d), y ∈ dom d, (67)

and that f has Lipschitz gradient with respect to norm ‖.‖, with constant L(f) > 0. Then
we can use

β̄(x, y) =
σ(d)

2
‖x− y‖2, x, y ∈ E. (68)

Such a choice satisfies both (65) and (66) with L̄(f) = L(f)/σ(d).

3.2 Method formulation

Since neither f nor ψ are full domain, accelerating Algorithm 2 can be more readily
accomplished by building on Nesterov’s second method [14]. Like in [14], the method that
we propose retains several properties of FGM, and its extensions [7, 18,21].

Firstly, it maintains a monotonically increasing sequence of convergence guarantees
(Ak)k≥0, updated recursively by adding positive weights (ak)k≥1 as

Ak+1 = Ak + ak+1, k ≥ 0, (69)

with A0 = 0. Convergence guarantees are generated as to obey

Lk+1a
2
k+1 = Ak+1, k ≥ 0. (70)

Instead of computing f ′ at the new iterates, the algorithm generates a sequence of
control points (yk)k≥1, obtained from the iterates and an auxiliary sequence (vk)k≥0 by
weighted averaging as

Ak+1yk+1 = Akxk + ak+1vk, k ≥ 0. (71)

In the beginning the only point we know is x0, so we set y1 = v0 = x0. New elements of
the auxiliary sequence and two successive iterates obey the extrapolation rule

vk+1 = xk +
Ak+1

ak+1
(xk+1 − xk), k ≥ 0. (72)

Whereas in the Fast Gradient Method, new iterates are obtained from the control points
directly by a proximal gradient step, our method generates new auxiliary points as

vk+1 = arg min
v∈domψ

{
pk+1(v) + ψ(v) +

1

ak+1
βd(vk, v)

}
, k ≥ 0, (73)

where pk+1 is obtained from the subsidiary method P outlined in Algorithm 1. The choice
of step size in (73) will be explained in Subsection 3.3.
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With the auxiliary sequence well defined, the extrapolation rule in (72) can be rear-
ranged to generate new iterates as

Ak+1xk+1 = Akxk + ak+1vk+1, k ≥ 0. (74)

The additional assumptions in Subsection 3.1 alter the line-search condition to

f(xk+1) ≤ pk+1(xk+1) + Lk+1β̄(yk+1, xk+1), k ≥ 0. (75)

It follows from (25) and (66) that the criterion in (75) is always satisfied in the worst-case
for Lk+1 ≥ L̄(f).

By putting together the updates for the convergence guarantees in (70) and (69), the
control points in (71), the auxiliary points in (73) and the iterates in (74) along with
an Armijo-type line-search procedure parameterized as in Algorithm 2, we obtain an
Accelerated Gradient Method with Memory, as outlined in Algorithm 3.

Algorithm 3 An Accelerated Gradient Method with Memory

1: Input: x0 ∈ int(domψ), L0 > 0, ru > 1 ≥ rd > 0, T > 0
2: v0 = x0, A0 = 0
3: for k = 0, . . . , T − 1 do
4: L := rdLk
5: loop
6: a := 1+

√
1+4LAk

2L

7: A := Ak + a
8: y := 1

A
(Akxk + avk)

9: p := P(y, k, L)

10: v+ := arg min
v∈domψ

{p(v) + ψ(v) +
1

a
βd(vk, v)}

11: x := 1
A

(Akxk + av+)

12: if f(x) ≤ p(x) + Lβ̄(y, x) then
13: Break from loop
14: else
15: L := ruL
16: end if
17: end loop
18: xk+1 := x, yk+1 := y, vk+1 := v
19: Ak+1 := A, Lk+1 := L
20: end for

3.3 Convergence analysis

We consider a fixed solution x∗ ∈ X∗. Around x∗, we define the gap sequence [7] (∆k)k≥0

as
∆k

def
= Ak(F (xk)− F (x∗)) + βd(vk, x

∗), k ≥ 0. (76)
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Proposition 3. The gap sequence generated by Algorithm 3 is non-increasing, namely

∆k+1 ≤ ∆k, k ≥ 0.

Proof. All results in this proof are valid for all k ≥ 0. Using (71) and (74) in (65) with
θ = ak+1/Ak+1, we have that

Lk+1

2
β̄(yk+1, xk+1) ≤ Lk+1

(
ak+1

Ak+1

)2

βd(vk, vk+1)
(70)
=

1

Ak+1
βd(vk, vk+1). (77)

To simplify computation, we introduce wk+1(v) for all v ∈ domψ, a proper convex lower
semi-continuous and a lower bound on objective F , as

F (v) ≥ wk+1(v)
def
= pk+1(v) + ψ(v). (78)

Adding ψ(xk+1) to both sides of (75), applying (77) and multiplying both sides of the
result by Ak+1 > 0 yields

Ak+1F (xk+1) ≤ Ak+1wk+1(xk+1) + βd(vk, vk+1). (79)

By (74), (69) and Jensen’s inequality for convex wk+1 we have

Ak+1wk+1(xk+1) ≤ Akwk+1(xk) + ak+1wk+1(vk+1). (80)

Adding together (79) with (80) and using (78) with v = xk leads to

Ak+1F (xk+1) ≤ AkF (xk) + ak+1wk+1(vk+1) + βd(vk, vk+1). (81)

Let uk+1(y) = wk+1(y) + βd(vk, y) for all y ∈ domψ. Proposition 1 also applies to uk+1

with x+ = vk+1, x̄ = vk and L = 1
ak+1

. Taking y = x∗ and multiplying both sides of

Proposition 1 by ak+1 produces

ak+1wk+1(vk+1) + βd(vk, vk+1) + βd(vk+1, x
∗) ≤ ak+1wk+1(x∗) + βd(vk, x

∗). (82)

By further adding (81) to (82) and applying (78) with v = x∗ we obtain

Ak+1F (xk+1) + βd(vk+1, x
∗) ≤ AkF (xk) + ak+1F (x∗) + βd(vk, x

∗). (83)

Eliminating ak+1 in (83) using (69) and rearranging terms completes the proof.

The proof of Proposition 3 shows how the choice of step size in (73) and the triangle
lower bound property in (65) ensure the monotone decrease of the gap sequence. Note that
the proof of Proposition 3 does not require equality in (70) and still holds for Lk+1a

2
k+1 ≤

Ak+1, k ≥ 0. This allows us to choose slightly smaller weights ak+1 that may bring
desirable properties to iterates such as weak convergence [2].

From Proposition 3, it follows by induction that

∆k ≤ ∆0, k ≥ 1. (84)
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Eliminating the non-negative βd(vk, x
∗) term in (84) leads to the worst-case rate given by

F (xk)− F (x∗) ≤ βd(x0, x
∗)

Ak
, k ≥ 1. (85)

The convergence guarantees are updated in the same manner as in [7, Appendix E], and
by the same reasoning we have that

Ak ≥
(k + 1)2

4L̄u
, k ≥ 1, (86)

where
Lk ≤ L̄u

def
= max{rdL0, ruL̄(f)}, k ≥ 1. (87)

From (85) and (86) we obtain the worst-case bound on the objective accuracy in the form
of

F (xk)− F (x∗) ≤ 4L̄uβd(x0, x
∗)

(k + 1)2
, k ≥ 1. (88)

4 Simulation results

As preliminary computational experiments, we have considered three different smooth
unconstrained optimization problems: a Smoothed Piece-wise Linear (SPL) objective
problem and two quadratic problems QUAD 1 and QUAD 2. Table 1 lists the oracle
functions and their structure for the three problems.

Table 1: Test problem oracle functions and their structure

SPL QUAD 1 QUAD 2

f(x) sL
(

1
s (Ax− b)

)
1
2‖Ax‖

2
2

1
2‖Ax‖

2
2

∇f(x) ATS
(

1
s (Ax− b)

)
Ax Ax

A Â− 1M

(
S
(

1
sb
)T
Â
)

diag(σ) diag(σ)

x0 random x
(i)
0 = 1

σi
x

(i)
0 = 1

σi

σi n/a sin2
(
πi
2n

)
i
n

For SPL, Â is an M ×n matrix, b is a vector of M variables, s is a positive scalar and
L and S denote the logsumexp and softmax functions, respectively given by

L(z) = log

(
M∑
i=1

ezi

)
, S(z)i =

 M∑
j=1

ezj

−1

ezi , i = {1, ...,M}. (89)

For the two quadratic problems, matrix A is diagonal of size n × n with the diagonal
entries (eigenvalues) given by σi for i from 1 to n. In this section, we consider the
standard Euclidean norm ‖.‖22 and also use the notation 0p and 1p for the vectors of all
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zeros and all ones of size p > 0, respectively. Clearly, QUAD 1 and QUAD 2 admit
only one solution x∗ = 0M . Simple calculation shows that this is also the case for SPL,
regardless of the choice of Â, b and s.

For all problems, the auxiliary problem anti-dual in (39) becomes

min
λ∈∆m

1

2L
〈λ,Qλ〉 − 〈λ, f̄〉, (90)

where Q = GTG and f̄ = GT x̄ − f∗. Note that matrix Q can be updated recursively at
every iteration k as follows. First, we construct

Q̂k+1 =

(
Qk GTk gk+1

gTk+1Gk 〈gk+1, gk+1〉

)
, k ≥ 0. (91)

The replacement strategy states that, if k ≥ m, a certain point xj with 1 ≤ j ≤ k needs
to be removed from Zk+1. Then, Qk+1 can be obtained by removing the j-th row and
column from Q̂k+1. If k < m, we simply set Qk+1 = Q̂k+1. Therefore, the cost of setting
up (90) at every iteration k ≥ 0 is O(nmax{m, k}) instead of O(n2 max{m, k}), which is
comparable to the model data size.

To illustrate the strength and flexibility of our model, we have included four meth-
ods in our benchmark: the original IGMM employing FW to solve its inner problem
without an explicit upper limit on the number of iterations (IGMM-UFW), the Exact
Gradient Method with Memory allowing up to 1000 FW iterations to solve its inner prob-
lem (EGMM-LFW), the Accelerated Gradient Method with Memory employing FGM to
solve its inner problem without a limit on the number of iterations (AGMM-UFGM) and
AGMM using FW without an iteration limit (AGMM-UFW). For all methods, the in-
ner problem is given by (90). The exact methods readjust the solution using (42). The
problem setup admits the closed form solution stated in Subsection 2.6. In AGMM-FGM,
we have used FGM with fully-adaptive line-search [7, 18, 21] to solve (90). The objective
function in (90) is defined for all λ ∈ Rm, a fact that allowed us to choose an extrapola-
tion based form of FGM employing the standard Euclidean norm. In this setup, the inner
problem iterates are sparse, which considerably reduces the computational complexity of
the optimization scheme.

We have tested the algorithms for every problem and for every bundle size m that is
a power of 2, from 1 to mmax = 256. When m = 1, (90) is degenerate with a closed-form
solution. In this case, IGMM-UFW and EGMM-LFW reduce to GM whereas AGMM-
UFGM and AGMM-UFW become the fully-adaptive line-search variant of Nesterov’s
second method [14]. Note that in the unconstrained setting employing the standard
Euclidean norm, this method matches the adaptive variant of FGM in [7, 18, 21], this
time used to solve the outer problem. The line-search procedure for every method was
initialized with a value of L0 equal to the Lipschitz constant of the problem it was run
on. All methods used ru = 2.0 and rd = 0.5.

We have chosen the problem parameters to satisfy the following requirements: 1) the
problems should be large and of similar size; 2) a call to the objective gradient in (90)
should have a negligible cost compared to the oracle functions; 3) the number of iterations
of all the tested methods should be much larger than mmax, to highlight the characteristics
of each replacement strategy and 4) the number of iterations of the gradient method
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should not exceed the order of one million. Our choice of parameters that fulfills these
requirements is as follows.

For SPL, the dimensions are M = 2400 and n = 400. The smoothing parameter s is
0.05. The entries of Â, b and of the starting point x0 were sampled independently and
uniformly from the interval [−1, 1]. After sampling, the point x0 was projected on the unit
sphere. All methods were stopped when an objective accuracy of ε = 10−7 was reached.
The tolerance δ was set to ε/2 for IGMM-UFW but we have lowered it to δ = 10−9

for all other methods to highlight the difference between AGMM-UFGM and AGMM-
UFW as well as to study the performance impact of limiting the number of iterations in
EGMM-LFW.

For QUAD 1 we have n = 1000. To keep the number of iterations within the order
of one million, we have chosen a larger ε = 10−4. Accordingly, we have set δ = ε/2 for
IGMM-UFW and δ = 10−6 for all other methods. For QUAD 2 we have also chosen
n = 1000 but since QUAD 2 has a structure that allows very fast convergence for gradient
schemes, we could still afford to have ε = 10−7 with δ = ε/2 for IGMM-UFW and δ = 10−9

for all other methods.
The simulation results for the SPL problem are listed in Table 2 for CRS and in Table 3

for MRS, for QUAD 1 in Table 4 for CRS and in Table 5 for MRS and the results for
QUAD 2 are listed in Table 6 for CRS and in Table 7 for MRS. In all tables, the list of
columns is as follows: 1) the bundle size; 2) outer iteration number for IGMM-UFW; 3)
average FW iterations per outer iteration for IGMM-UFW; 4) outer iteration number for
EGMM-LFW; 5) average FW iterations per outer iteration for EGMM-LFW; 6) outer
iteration number for AGMM-UFGM; 7) average FGM iterations per outer iteration for
AGMM-UFGM; 8) outer iteration number for AGMM-UFW; 9) average FW iterations
per outer iteration for AGMM-UFW.

As expected, the two versions of AGMM require the fewest outer iterations to reach
convergence on most problems, namely SPL with CRS and MRS as well as QUAD 1 and
QUAD 2, both with CRS. However, AGMM could not outperform FGM in outer iterations
when using MRS on QUAD 1 for all bundle sizes and even on QUAD 2 for all but the
largest bundles. Both variants of AGMM were also not able to fully exploit the structure
of QUAD 2 and lagged behind the non-accelerated EGMM. This is rather surprising,
considering that AGMM relies on much more restrictive assumptions than EGMM. This
suggests that the model itself is able to achieve acceleration outside the framework of
FGM and its variants. Nevertheless, when using CRS, both versions of AGMM show
an approximate 20% decrease in iteration count on the almost unstructured problems
SPL and QUAD 1. This is accomplished even for small bundle sizes with neither variant
of AGMM benefiting from bundle sizes larger than 8. Larger bundles actually degrade
performance. On QUAD 2, both AGMMs achieve an over 50% outer iteration count
decrease on QUAD 2, this time for the largest bundle.

The choice of algorithm for solving the inner problem does not significantly alter
the performance of AGMM in terms of outer iterations. However, when considering the
average number of inner iterations per outer iteration (which we shorten to “iterations”
in this context), the difference is outstanding. A ratio between number of FW and FGM
iterations of approximately m is to be expected considering that the cost of one iteration of
FGM is O(m2) whereas FW needs only O(m). However, this ratio far exceeds m for SPL
and QUAD 2. In particular, the number of FW iterations in AGMM-UFW for QUAD 2

18



Table 2: Iterations until convergence on SPL. All methods use CRS

m IGMM UFW EGMM LFW AGMM UFGM AGMM UFW
1 6509 0.00 6509 0.00 547 0.00 547 0.00
2 8711 2.63 2821 36.80 454 11.81 454 817.20
4 14094 6.82 1543 147.60 454 17.27 456 8590.11
8 8268 13.22 1031 228.03 453 18.14 457 18827.05

16 6973 17.57 1043 236.50 453 20.34 456 18959.60
32 7063 17.01 1107 239.51 457 25.25 455 19135.93
64 6864 17.17 1315 208.47 457 38.54 456 19358.97

128 6575 18.85 1692 168.69 453 80.82 456 21702.38
256 6647 19.57 2653 110.90 464 166.12 469 32064.48

Table 3: Iterations until convergence on SPL. All methods use MRS

m IGMM UFW EGMM LFW AGMM UFGM AGMM UFW
1 6509 0.00 6509 0.00 547 0.00 547 0.00
2 3684 5.40 1534 53.06 544 3.68 544 404.81
4 1677 44.06 1196 101.11 496 9.97 489 6859.36
8 1121 73.65 1089 143.10 470 13.58 462 18565.60

16 1187 76.46 1041 181.85 464 16.83 468 18326.65
32 2487 40.53 1435 144.80 461 23.77 459 18920.02
64 5131 22.55 1468 154.94 456 37.39 457 19296.68

128 4821 26.74 2406 110.35 458 77.24 460 21443.68
256 3079 43.30 2321 126.19 462 166.71 467 32100.21

Table 4: Iterations until convergence on QUAD 1. All methods use CRS

m IGMM UFW EGMM LFW AGMM UFGM AGMM UFW
1 542941 0.00 542941 0.00 5129 0.00 5129 0.00
2 787193 0.08 221031 3.60 4252 7.59 4260 228.38
4 1379186 0.20 160907 15.14 4105 13.16 4099 423.78
8 809791 1.99 87235 30.88 4073 12.93 4111 433.79

16 709114 3.16 75939 40.07 4067 13.21 4117 445.19
32 702645 3.44 66159 47.15 4069 13.78 4107 442.29
64 790347 2.65 63275 51.37 4061 15.47 4121 396.96

128 664623 2.96 67847 53.10 4087 18.87 4098 416.04
256 516826 4.25 74586 52.10 4100 27.06 4112 413.53

Table 5: Iterations until convergence on QUAD 1. All methods use MRS

m IGMM UFW EGMM LFW AGMM UFGM AGMM UFW
1 542941 0.00 542941 0.00 5129 0.00 5129 0.00
2 391715 0.15 123656 3.53 5498 1.45 5498 46.69
4 134907 0.66 51173 10.38 5475 3.06 5503 124.52
8 66673 2.21 49611 14.73 5478 4.93 5482 144.38

16 47167 5.16 49100 17.32 6132 8.16 6079 202.26
32 46975 8.00 49765 20.14 6212 9.89 6235 234.93
64 55774 10.04 45960 23.41 6159 13.33 6181 238.01

128 79571 10.31 46739 30.06 6057 18.40 6157 268.42
256 155616 8.32 62649 26.50 5777 31.38 6735 269.21
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Table 6: Iterations until convergence on QUAD 2. All methods use CRS

m IGMM UFW EGMM LFW AGMM UFGM AGMM UFW
1 2436 0.00 2436 0.00 973 0.00 973 0.00
2 1839 244.65 1046 469.15 823 15.90 823 9968.67
4 1673 4072.27 455 897.50 752 28.89 751 18646.79
8 968 9168.00 462 942.37 749 32.94 754 45784.08

16 864 10849.61 454 964.13 752 34.43 749 40889.27
32 838 10826.42 444 961.54 660 44.95 659 111445.89
64 640 19105.50 463 957.91 945 113.81 951 218160.68

128 603 31002.79 455 1010.83 686 311.71 685 502293.94
256 560 38668.17 440 1183.53 441 580.65 447 1226515.57

Table 7: Iterations until convergence on QUAD 2. All methods use MRS

m IGMM UFW EGMM LFW AGMM UFGM AGMM UFW
1 2436 0.00 2436 0.00 973 0.00 973 0.00
2 855 244.30 730 306.69 1288 8.74 1288 3839.27
4 578 989.90 481 655.13 1105 24.05 1314 9518.04
8 510 12387.31 474 800.17 1018 47.30 942 11936.88

16 568 13313.56 454 861.83 1153 89.80 1293 38718.74
32 547 16051.10 447 920.18 982 146.56 1133 70066.32
64 562 21684.11 439 997.99 967 98.53 1040 177671.90

128 606 30832.60 460 1043.84 567 345.46 568 616989.89
256 587 36890.27 444 1155.52 444 572.77 448 1224214.63

increases almost linearly with bundle size, approaching the worst-case limit on the largest
bundle. On the other hand, even though no limit was placed on the number of FGM
iterations in AGMM-UFGM, the number of iterations is low in most cases and never
exceeds 1000 in our experiments. Note that the cost of a FGM iteration can be far below
that of m FW iterations because FGM can also exploit the sparsity of the iterates and
one iteration of FGM can be computed in parallel, whereas m FW iterations need to be
executed in succession.

Based on much more relaxed assumptions, EGMM-LFW shows remarkable, stable
performance on all the tested problems. While IGMM-UFW shows outright performance
degradation when using CRS on SPL and QUAD 1, EGMM-LFW does not show a large
dependence on the replacement strategy although it benefits slightly from CRS. In this
case, it requires up to an order of magnitude fewer iterations than IGMM-UFW to con-
verge. IGMM-UFW is much more effective combined with MRS, but still cannot match
EGMM-LFW. Interestingly, EGMM-LFW is not greatly influenced by large bundles, dis-
playing excellent performance on bundles as small as 8 and 16, on all tested problems.
On QUAD 2, it even manages to overtake its accelerated counterparts.

It may be argued that the superior performance of EGMM-LFW on SPL and QUAD 1
is due to the higher number of FW iterations required to solve the inner problem. However,
this is contradicted by the results on QUAD 2. There, IGMM-UFW requires a very large
number of FW iterations even on bundles sizes as small as 8, further increasing as the
bundles become larger, with little impact on the number of outer iterations. On the other
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hand, even though the limit of 1000 FW iterations is often reached for EGMM-LFW, it
is clearly able to surpass IGMM-UFW.

5 Conclusions

In this work, we have introduced an at most two-piece model that can be solved exactly.
The complexity of this computation is negligible, and we have shown how it can be
performed in constant time. Under additional assumptions, the solution even has a closed-
form expression.

This model constitutes the second stage in a two-level system. When the first stage is
based on a piece-wise linear model (bundle), our system effectively combines the strengths
of the bundle and gradient descent without incurring their drawbacks. Specifically, the
system yields an exact descent rule as in the Gradient Method and models the objective
function with the accuracy of the bundle.

Our system is as general as the bundle and, unlike IGMM, does not impose additional
assumptions on the problem class it addresses. Moreover, the exact descent rule does
not impose any quality requirements on the first stage. Our system gives the freedom
of deciding the amount of computing resources allocated to performing the descent step
without harming the worst-case rate results that are derived from the descent rule. In
fact, the second stage lifts any restrictions on the very structure of the first stage and on
the method used to solve it. Also, the simplicity of our model can be mirrored in the
line-search stopping criterion, which also becomes of negligible computational complexity
when compared to that of IGMM.

By iterating the descent step, we have constructed EGMM. The exactness of the de-
scent rule eliminates the inaccuracy term δ from the convergence analysis, yielding a worst-
case rate of O(1/k) under more general assumptions than IGMM. In fact, EGMM belongs
to the same class of algorithms as the Bregman Distance Gradient Method (NoLips) [1,12].
The O(1/k) rate matches the worst-case rate on the entire problem class [5], meaning that
EGMM is optimal up to a constant factor, asymptotically equal to 2. EGMM is also by
design monotone, which leads to a stable convergence behavior (see [6] and references
therein).

We have further used the descent property to accelerate EGMM. The resulting AGMM
is applicable to the widest problem class currently known for which acceleration is attain-
able [5, 9]. The absence of the δ term prevents the accumulation of errors and leads to a
worst-case rate of O(1/k2), equal to that of FGM.

The flexibility in the first stage of our system has allowed us to enhance the practical
performance of EGMM and AGMM in a variety of ways. For instance, preliminary com-
putational results suggest that FGM is a viable alternative to FW for solving the inner
problem of AGMM. Moreover, EGMM can be implemented with a high target accuracy
for solving the inner problem while limiting the number of inner iterations. This has en-
abled EGMM to significantly outperform IGMM, sometimes requiring up to an order of
magnitude fewer iterations to converge. On a very structured problem, EGMM was even
able to overtake FGM. Better parameter calibration techniques could reveal additional
performance benefits.
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